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About InfiniDB 
InfiniDB is a company passionate about empowering data superstars to solve problems 
and create new solutions with powerful Big Data analytics. The company’s InfiniDB® 
database helps transform businesses by enabling analytic insights that reduce costs, 
increase operational efficiencies, and uncover new business opportunities. InfiniDB is 
100-percent open source, MySQL® accessible, and simple to set-up and manage. 
Using columnar technology and massive parallel processing (MPP), InfiniDB enables 
near real-time analytics and exceptional scaling. As organization’s data needs grow, so 
does the analytics platform – without compromising cost or performance. InfiniDB is 
available on premise, as well as for the Cloud, and for Apache Hadoop. 
 
Interview conducted by: Lynn Fosse, Senior Editor, CEOCFO Magazine 
 
CEOCFO: Mr. Wilkinson, what is the concept at InfiniDB? 
Mr. Wilkinson: We offer a solution in the Big Data space, and we are all about enabling 
fast SQL-query access to large volumes of data. We think that we do this uniquely and 
better than other technology out there. We are proud of our SQL heritage and we excel 
on structured data, especially when there is a massive volume of data. Our technology 
helps people perform various analytics on data including queries, reports, and 
dashboarding, and we do it more effectively and efficiently than other technologies. 
 

CEOCFO: Many companies say they can do what others do not. Would you explain how InfiniDB provides a 
meaningful solution? 
Mr. Wilkinson: When we talk about the InfiniDB solution, what differentiates us is that we are simple and scalable. First, 
the simple piece is that we are a solution where you can literally just send your existing data to InfiniDB to load, and there 
is very little traditional DBA-style work to do. As you import data InfiniDB automatically distributes the data with horizontal 
and vertical partitioning on that data. The user doesn’t have to do anything more than that. 
 
The second differentiator - the scalable piece - is that InfiniDB truly scales in a near linear fashion. We are a massively 
parallel processing (MPP) solution, which means we can scale across multiple server nodes. InfiniDB scales with no inter-
server communication at its distributed processing layer so overall performance scales linearly in almost all use cases. 
 
CEOCFO: What were the main challenges in putting together the offering? 
Mr. Wilkinson: Building the database is the thing that comes to mind first. The SQL standard has evolved over many 
years and it is a complex language. Building a database engine that can handle the wide variety of queries just takes time. 
Someone prominent in the industry stated that it takes seven plus years to have a true production ready database engine. 
Really, that is where we are at – and definitely ahead of others. The InfiniDB product development started around 2007 
and we have been fortunate to have investments in this technology. This is something that sets us apart from some newer 
companies in the space that are claiming similar products to ours. We believe that they just have not been around long 
enough, do not have the level of SQL language syntax support, and do not have the level of robust support that we have. 
That is clearly number one. The other big challenge for us is getting our message out. We are a relatively small company 
in a marketspace competing against the likes of HP with its Vertica product, and Cloudera with its Impala products. For 
example, Cloudera recently took almost one billion dollars of investment. We are getting our name out there and being 
recognized, but it has been a little bit of a challenge. 
 
CEOCFO: How have you been addressing that? 
Mr. Wilkinson: I guess I always characterize it as we are down in the trenches winning one customer at a time. We are 
active in social media, blogging and trying to establish community around the product. We made the product open source 
late last year and there is interest to build up that community and having that as a way to grow exposure and use. 
Between the open-source community and social media, we are taking a thought leadership position with talks at 
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conferences and regional meet-ups. All of these grassroots-type things are what we have been able to do. We are looking 
at some larger funding to really take it to the next level. 
 
CEOCFO: Are you seeking funding actively? 
Mr. Wilkinson: Yes we are. We would like to be able to play on the bigger stage where many of these other companies 
are taking in tens of millions of dollars in funding. 
 
CEOCFO: When you are able to speak with a prospective client, is there an “aha moment”? How are they able to 
understand the depth, ease and difference of your offering? 
Mr. Wilkinson: Really, I would say what we consistently see is not so much in the talking, but it is when they actually 
download the product off the website and start the install process. They see how easy it is, and then they start to run their 
queries. They are literally many times falling out of their chair, saying it is so fast. I think we hear that many times over. It 
is simple, scalable and high performance. People really do experience that when they try it, so I think many people have 
that “aha moment” when they see what is possible with InfiniDB and how simple it is to set-up and use. It is also an open-
source technology, so they do not have to be worried about the price tag, or vendor lock, or in or any of those other things 
that go with proprietary software 

 
CEOCFO: Who would be a typical customer? Who should be using your system or at least looking at it? 
Mr. Wilkinson: We have really two types of customers. The majority would be what I would consider our end user 
customers. They typically have an in house IT group and are building specific applications to service some need, whether 
it be an internal company need, an external customer, or a business partner need. These companies are building a 
service around the core InfiniDB product and capabilities. The other type of users are companies that are embedding the 
product into various business processes and applications because it is suitable for many of the reasons we talked about: 
It is easy to use, it is easy to integrate, its performance is high, and it is open source. These are customers that build 
applications, actually embed InfiniDB, and redistribute the core query engine with their product. We have a smaller 
number of customers that are doing embedding, however, these customers tend to be larger customers and in a high 
volume business, as you might expect. 
 
CEOCFO: What kinds of information are people looking for when they are using your system? What can you 
provide that might be a little outside the box? 
Mr. Wilkinson: We definitely see patterns in our customer base. There is a particular grouping of customers in and 
around the networking and telco space. These are companies that are dealing with data from user enterprise networks, 
mobile networks, and mobile devices. These types of data sets are particularly suitable for us because they are extremely 
high volume. As we all know, mobile has just taken off in the last several years, so the data volume is high, the data 
growth is high, and the data tends to be highly structured. This data is extremely suitable and we have many customers 
that specifically seek us out for this reason. On the telco, they are able to do a multitude of things with the data once they 
leverage InfiniDB. This includes network performance applications, network security applications, and customer 
experience management. Around the telco space, there are just a ton of use cases where companies are trying to make 
sense of all this data coming off the network. This has definitely been a key focus for us. 
 
The other one I would mention is in the digital media space. These companies need advertising analytics or website 
analytics. Here there is a ton of data and a high growth rate of that data. It is maybe not quite as structured as network 
data, but there is still a lot of structure there because you are trying to track users and where they came from. There is a 
ton of dimensionality to this data, and we have many customers running ad analytics that is comprised of tracking ad 
impressions and the unique impressions over time. There are also outlying groups of customers across a number of 
different markets and use cases Some examples include customers in retail, some in life sciences, and others in gaming. 
Mobile games these days are another source of high volumes of event data where analytics can be very important. 
 
CEOCFO: What have you learned since the product has been available that has changed the offering? 
Mr. Wilkinson: I will answer in two ways, and in one way, I might be cheating a little bit. Last year we made a significant 
announcement that we were going to support native Hadoop integration, natively integrate with the Hadoop file system 
and start to compete with the likes of Impala, Hive and Presto solutions. I think that was a learning experience in the 
sense that we saw this trend emerging in the market. Big data in many ways is synonymous with Hadoop. We saw this 
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movement emerging around SQL in the Hadoop ecosystem. Our view is that SQL just makes so much sense. There was 
a lot of hype in the market for a period of time around unstructured data and everybody got excited about that, but in 
reality most data has structure. SQL is a robust language that has been built up over tens of years, and there is a massive 
community of developers and users that understand it. From our view, we thought SQL was important, we saw this 
Hadoop movement emerging with SQL, and we realized that we needed to be there. It was a big move as we were early 
in a market that was just emerging – and still is. The other would be our time in the market where we have made the 
InfiniDB product extremely scalable and fast. Early on, it was a little narrow in how it could be used and we have stayed 
pure to the principle of the core architecture. However, we have added additional features and syntax to broaden InfiniDB 
as an even easier experience. We have learned that the simple piece is incredibly important. It is easy for people to take 
and adopt InfiniDB, and they do not have to learn something really specific to our product. They can just take what they 
know about SQL and general databases, and use InfiniDB. It just works. 
 
CEOCFO: What is next? 
Mr. Wilkinson: What is next on the product side is that we are going to continue to drive down the Hadoop path. As I 
mentioned this was a significant strategy for us to pursue this. As that ecosystem evolves, there are more and more 
features that make sense there. We want to continue to be the best SQL-on-Hadoop core engine that we can be. We are 
also going to continue to drive performance in unique and innovative ways. We pride ourselves on our performance, but 
that is one of those things where you cannot stand still. You have to continue to add features. The third area will continue 
down the ease-of-use path, especially around adding features and additional syntaxes. On the company side, we are 
seeking another round of funding. We believe that this will allow the company and product to accelerate operations across 
the board. The potential to take what we have, and with a little bit larger funding envelope, do much more in the market. 
We are going to be looking to expand some of the marketing, expand R&D and build those additional features even faster 
for the product. 
 
CEOCFO: Put it all together for our readers. Why InfiniDB? 
Mr. Wilkinson: First, we are in a unique space in the market – InfiniDB is a columnar analytics engine built for Big Data. 
We are one of the only open source, pure SQL-on-Hadoop solutions out there that can drive the kind of performance that 
customers are demanding. Second, we are one of the most flexible solutions. We have a MySQL front end; an interface 
that people have known and used for years. Using the same front end, we can enable somebody to perform robust 
analytics on massive data sets in the cloud on Amazon Web Services. We can enable someone to do that over Hadoop, 
and we can enable somebody to do this on premise. Across three different environments, customers can use and deploy 
us in a number of different combinations. InfiniDB is easy to deploy in all of those environments. You can have one tool 
that is an open source tool that gets you the performance you need, and you can deploy it in a way that makes the most 
sense to you. Not many other technologies can claim that. We are really differentiated in terms of the ability to offer SQL, 
at scale, in Hadoop and not in Hadoop, truly for the masses. 
 

 
BIO: Bob Wilkinson was appointed CEO of InfiniDB in April 2014. With a rich background in product development, 
engineering and computer science, Wilkinson works closely with InfiniDB customers and has a comprehensive 
understanding of the market requirements and demands. Wilkinson joined InfiniDB in 2012 and throughout his career, he 
has combined leadership, strategic vision, a technical acumen, and a focus on operational execution. Prior to InfiniDB, 
Bob served as Vice President and Chief Technical Officer for Tektronix Communications, the leader in service assurance 
and customer experience management solutions. He holds a MS in Computer Science and BS in Computer Engineering 
from Texas A&M University. 
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InfiniDB 
2801 Network Blvd, Suite 220 

Frisco, Texas 75034 
972.999.1355 

www.infiniDB.co 


